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ABSTRACT
Firms and other organizations establish the criteria under which employees will be judged and the
performance measures made available to supervisors, the board of directors and other
stakeholders, and these structures almost certainly influence behavior and organization outcomes.
Any divergence of the chosen performance metric from an ideal measurement of productivity
may lead to suboptimal outcomes, particularly in the public sector where outside interest groups
may rely more heavily on easily accessible ratings than better-informed insiders. In the case of
public education, federal and state accountability systems provide considerable information about
student outcomes and rate schools on that basis. However, the No Child Left Behind
accountability legislation’s focus on pass rates rather than learning and achievement growth
introduces the possibility that inadequate information and a flawed structure each compromise
public school quality. This study of school principal labor market outcomes investigates the
relationship between principal labor market success and a set of performance measures that differ
on the basis of accessibility to stakeholders and link with true principal productivity. The results
from the empirical analysis provide evidence that information and design deficiencies introduce a
lack of alignment between incentives and principal productivity and adversely affect the quality
of education in Texas public schools.
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1. Introduction
Firms and other organizations establish the criteria under which employees will be judged
and the performance measures made available to supervisors, the board of directors and other
stakeholders, and these structures certainly influence behavior and organization outcomes. The
standard principal-agent problem constitutes one channel for suboptimal outcomes, as
information failures permit the incentives of the agent to deviate from those of the principal.
Divergence of the chosen performance metric from an ideal measure of productivity provides
additional channels for suboptimal outcomes, particularly in the public sector where outside
interest groups may rely more heavily on the metric than better-informed insiders.
Public schools offer an excellent setting for the examination of the effects of information
structures on the labor market outcomes of managers, in this case school principals. Since 2002,
the No Child Left Behind (NCLB) accountability legislation requires states to measure and
disseminate information on school performance and to establish ratings and sanctions based on
these measures. Importantly, the law focuses on pass rates rather than more informative
measures of learning. Not only do families and other non-school factors influence the likelihood
of passing a test, passing indicators ignore all achievement growth that does not cause a student
to cross the passing threshold. Of particular concern is the possibility that the accountability
system unfairly disadvantages schools serving high-poverty families, complicating efforts to
attract and retain effective school leaders. 6
The state of Texas, the focus of this analysis, makes overall school pass rates and pass
rates for specified demographic groups publicly available online along with a rating that places
school performance into four broad categories according to a complicated set of rules.
Nonetheless, it is not clear how superintendents make use of such information in personnel
decisions. Even if district administrators have extensive knowledge of the pass rates along with
other information that goes beyond the publicly prescribed metrics, school boards and parents
may fail to access it and instead push for action on the basis of the widely publicized school
ratings. Receiving the lowest rating of unacceptable would be expected to elicit the strongest
response, potentially leading to very different treatment of nearly identical principals on opposite
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Li (2015) finds evidence that NCLB decreases average principal quality at schools serving disadvantaged
students in North Carolina, as effective principals seek positions at schools less likely to face sanctions.
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sides of the ratings cutoff. On the one hand, this may place pressure on a reluctant superintendent
to remove one under-performing principal and leave the other in her current position despite the
fact that both should be removed. On the other hand, an unacceptable rating may prompt a
superintendent to remove an effective principal, since the reliance of stakeholders on the rating
may weaken the superintendent’s arguments in favor of retention.
Of course some district administrators and school boards may not only make use of more
detailed pass rate information but also recognize the weaknesses of the existing accountability
system — leading them to establish policies or practices that incorporate additional information
more closely associated with school effectiveness into evaluations. One potential measure is the
change in the pass rate from the prior year. Because districts must collect the student-level data
reported to the state accountability system, they might also calculate performance measures
based on achievement growth or value-added or may develop other evaluation systems
associated with value-added for use in personnel decisions.
We conduct a two-pronged empirical analysis of the impact of school performance data
on principal labor market outcomes. The first component examines associations between school
performance and a series of labor market outcome measures for principals, comparing patterns
for the accountability-specified measures of performance with measures that are arguably more
closely related to principal effectiveness, such as the change in student pass rates over time and
an estimate of school value-added to achievement. We account for observable characteristics of
students and principals, but the possibility of unobserved school and principal factors
confounding the estimated effects of the performance measures inhibits drawing causal
inferences based on these regressions.
The second component of the empirical analysis uses regression discontinuity design
methods to identify the impacts of crossing a rating threshold. As long as no considerable
sanctions or rewards are triggered, the rating itself should have little effect on labor market
outcomes in the absence of an information failure. Since principals leading schools that fall
barely on either side should not be differentiable in terms of effectiveness, any significant ratings
effect at the boundary constitutes evidence that some stakeholders do not make use of the
detailed information underlying the ratings. In the context of home prices and residential
location, Figlio and Lucas (2004) find evidence of this type of ratings effect, suggesting that
homebuyers rely at least in part on the readily available and salient ratings despite the
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availability of comprehensive information on the components. If school administrators, who are
presumably far more knowledgeable about the evaluation system, also treat equally productive
principals differently, it suggests that the structure of accountability regulation can to some
degree interfere with school governance.
Both components suggest that information failures do in fact lead to coarse and uneven
treatment of principals. From the first analysis, principal labor market outcomes are strongly
related to overall student pass rates and to school ratings but show little or no relationship with
the more precise measures of school effectiveness found in changes in pass rates or in school
value-added. In the regression discontinuity analysis, receipt of an unacceptable rating, even if it
is not accompanied by formal sanctions on districts, leads to substantially worse labor market
outcomes relative to principals whose schools are just across the acceptable threshold. The
contrast between the very small and insignificant effects of crossing the recognized and
exemplary thresholds and the large and significant effect of not escaping the stigmatizing
unacceptable rating suggests that it is not administrators but rather school board members,
families, or other stakeholders not directly involved in school management who fail to access or
use detailed performance information. Taken as a whole, the results show that both the
accountability system structure and stakeholder use of information influence the careers of
school leaders, providing another mechanism for school accountability to influence the operation
and effectiveness of public schools. Of particular importance, it appears to disadvantage
principals of higher-poverty schools by permitting outside factors to reduce the probability of
labor market success.
These results extend the few existing prior studies of the principal labor market reward
structure. In prior work on Texas, Cullen and Mazzeo (2008) find that first-time principals who
lead schools where achievement is higher than expected given the student demographics are
more likely to move to more advantaged schools and to be promoted, realizing larger salary
increases through these channels. In comparison to that analysis, we use student level data,
extensive information on accountability ratings, and regression discontinuity methods to
compare the market response associated with more and less salient measures of principal
effectiveness.
The next section describes the Texas administrative data, and Section 3 provides relevant
background on the Texas school principal labor market and school accountability system.
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Sections 4 and 5 detail the measurement of principal effectiveness and labor market success,
respectively. Section 6 describes the association between various measures of principal
effectiveness and labor market success. Section 7 presents causal estimates of the effects of
crossing ratings thresholds based on regression discontinuity analyses. Section 8 explores the
possibility that the effects may vary by district size due to differences in personnel policies and
practices. Finally, Section 9 summarizes the findings and considers implications for policy.

2. School and Labor Market Data
In order to characterize labor market outcomes for principals and the performance of the
schools they lead, we use a combination of restricted-use and publicly available data. We focus
on principals leading elementary schools over the 2001 to 2008 school years, where school years
are identified by the spring years. The focus on elementary grades allows us to summarize a
school’s academic success using achievement metrics, whereas the broad range of attainment
outcomes increases the dimensionality in later grades. For the early grades, achievement tests
have been consistently administered for consecutive grades, making it is possible to observe
achievement growth in addition to achievement levels. The choice of the sample period is driven
by data availability.
The restricted-use data we rely on is the administrative data constructed as part of the
UTD Texas Schools Project. 7 Working with the Texas Education Agency (TEA), this project has
combined different data sources to create matched panel datasets of staff and students. The
personnel database reports annual information on administrator background characteristics,
experience both as a teacher and administrator, and current position and salary. From this
information we are able to accurately track the careers of principals as long as they remain in
Texas public schools. The student panels include demographic characteristics, instructional
program participation, and achievement test scores. Using campus identifiers in the panel
datasets, we are able to merge data from the publicly available Texas Academic Excellence
Indicator System (AEIS). These comprehensive annual reports include a broad range of schoolspecific contextual and performance measures.
One of the advantages of studying Texas is the large number of principals and schools
that are observed. Over our period, there are 3,259 rated elementary schools serving an average
7
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of 565 students each year. Further, the typical elementary school experiences a principal turnover
every 4.3 years.

3. Institutional Background
The principal labor market in Texas is likely to be fluid relative to other states. Texas is
one of the few states that prohibit public employees from entering into collective bargaining.
School principals and teachers generally serve under term contracts, and those contracts cannot
be longer than five years and are typically shorter. Principals come from the teacher ranks, as
they are required to have two years of classroom teaching experience in addition to completing a
Master’s degree in a principal preparation program. Although there is a state minimum salary
schedule for teachers by years of experience, there are no constraints on principal salaries.
Salaries for principals are set by the superintendent and subject to approval of the school district
board. For our sample of elementary school principals, the average salary (in 2008 dollars) is
$74,979, and ranges from a low of $35,191 to a high of $128,479.
As the school’s leader, the principal is responsible for how the school functions. In
Texas, principals are required to be evaluated annually by central administrators. State code
recommends standards for evaluating principals on specific indicators in the areas of
instructional leadership, human capital development, executive leadership, school culture and
strategic operations. Importantly, academic progress of students at the school becomes a factor
starting in the second year after a principal has been at a campus.
The evaluation of principals takes place within the broader system of statewide
standardized testing and school accountability. The accountability system determines not only
the publicly available information on school academic outcomes but also the data available to
construct additional measures of principal productivity. Texas has required statewide testing
since 1980 and was also an early mover on school accountability, having implemented a fourtiered system in 1994. School ratings of unacceptable, acceptable, recognized, and exemplary
have been assigned by the state every year since then, with the exception of 2003 due to the
transition to a new standardized-testing regime. 8 Elementary school ratings depend primarily on
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The Texas Assessment of Academic Skills (TAAS) was administered each spring to students enrolled in grades
three through eight starting in 1993. In 2003, this test was replaced by the Texas Assessment of Knowledge and
Skill (TAKS). Both are criterion-referenced tests that assess student mastery of grade-specific subject matter.
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performance in mathematics and reading, as well as writing and science in grades 4 and 5,
respectively.
The mapping from test scores to the campus rating is complex. First, separate pass rates
for each subject based on year-specific cutoff scores for proficiency are calculated for all
students and for demographic subgroups (black, Hispanic, white and low-income) that meet
minimum size requirements ranging from 30 to 50 students. Then, these pass rates are compared
to thresholds that vary by rating category and year. The lowest pass rate across subjects and
subgroups is the primary determinant of the accountability rating, but there are a number of
exceptions. For example, for an acceptable rating, a subgroup not reaching the current statutory
threshold in a subject but closing a specified percentage of the gap from the prior year can meet
the alternative standard of required improvement. 9 The required improvement alternative is also
available for the recognized rating, with the additional requirement that the pass rate fall no more
than five percentage points below the statutory rate. The 2004 through 2008 accountability
systems also include additional exceptions provisions for campuses to be elevated to acceptable,
recognized, and exemplary ratings: a specified number of subject-by-subgroups can be ignored
as long as the pass rate falls no more than five percentage points below the statutory rate and the
subject-by-subgroup did not receive an exception in the prior year.
Over the years 2001 to 2008, 17 percent of elementary school campuses were rated
exemplary, 44 percent were rated recognized, 38 percent were rated acceptable, and only 1
percent received an unacceptable rating. The campus ratings and underlying student performance
indicators are linked to both rewards and punishments. The state appropriates limited funding to
provide financial awards to schools rated acceptable or above that show sustained or improved
performance, as well as to schools led by principals identified as high-performing based on the
same types of indicators. The highest performing campuses are also exempted from specific
regulations. On the other hand, schools rated as unacceptable must develop improvement plans
along with external review teams in the first year. Receipt of an unacceptable rating in two
consecutive years initiates the imposition of sanctions that become progressively more severe for
each additional year the school fails to reach an acceptable rating. 10 After five years,
9
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requirements to replace school staff or make other dramatic changes can directly affect principal
job retention.
All of the detailed and summary information about academic performance is made
publicly available on the web. In evaluating principals, district administrators surely have further
information to go by, such as measures of performance on other dimensions, teacher reports,
feedback from students and families, and direct observations. Yet, the extent to which these
sources of information guide personnel decisions might be moderated by pressure from less
informed stakeholders. In the next section, we discuss alternative proxies for principal
effectiveness and how they differ in salience and observability, as well accuracy.

4. Measures of Principal Effectiveness
A natural way to judge principal effectiveness is by the academic performance of
students at the school she leads. However, just as in the case of corporate CEOs, performance
depends on many factors that are not directly within the principal’s control, including the
composition of the student body. In this section, we first describe how we construct a valueadded measure of effectiveness and then contrast it to more readily available metrics.
4.1 Principal value-added to student achievement
We start with what we view to be the most convincing measure of principal effectiveness,
which is the value-added of the school to achievement. This measure is designed to separate the
influences of the school from those of outside factors, including the parents. The estimation of
school value-added parallels the more fully developed estimation of teacher value-added but has
a number of differences that affect the analytical complexity and interpretation.
The residential location and school choice decisions of families in combination with
school assignment policies and practices introduce substantial variation in student composition
across schools that must be addressed in studies of both principals and teachers. At the same
time, the widely discussed problems for the estimation of teacher value-added associated with
purposeful allocation of students to classrooms and test measurement error are far less important
in the case of principals given the focus on school-wide performance and the much larger

consideration of additional subgroups. During our sample period, among those elementary campuses designated as
failing to meet AYP, only 8 percent were also rated as unacceptable.
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number of test-takers in schools than classrooms. 11 However, the persistence of principal
influences on the quality of instruction in years after departure presents serious hurdles to the
identification of principal effectiveness.
Many actions including teacher hiring, contract renewal decisions, teacher mentoring and
the establishment of a school climate will affect the quality of instruction beyond a principal’s
tenure. This contrasts with the case for teachers, where the longer-term effects on achievement
can be captured by lagged achievement measures for observations in later years, and the teacher
in the previous grade generally has little or no involvement with instruction in the current year.
Even if lagged test scores do not fully account for prior teacher effects due to the dynamics of
learning, it is possible to account directly for prior teacher effects in the model. 12 In the case of
principals, however, it is clear that prior achievement by itself does not account for effects of
decisions that directly affect learning in future periods.
The value-added model used in this paper relates mathematics achievement (A) for
student i in grade g in school s in year t to a cubic polynomial in prior mathematics achievement
( f ( Ait −1 ) ), observed student characteristics (X), time- and grade-varying school and peer
characteristics (C), year-by-grade indicators ( δ ) and a vector of school-by-year fixed effects
(γ). 13 Adding a random error (ε), the empirical model is:

=
Aigst α1 f ( Ait −1 ) + α 2 X it + α 3Cgst + δ gt + γ st + ε igst
The vector X includes indicators for student race and ethnicity, eligibility for subsidized lunch,
Title I status, special education participation, limited English proficiency and gender. It also
includes indicators for students who change campuses between the fall census date and spring
standardized testing. The vector C includes the averages of these demographic characteristics for
students in grade g in school s in year t. Our estimate of principal value-added is based on the
school-by-year fixed effect (γ).
Recent evidence in Miller (2013) reveals a systematic decrease in school value-added in
the year prior to the arrival of a new principal. This may reflect a reduction in principal health,
11

Hanushek and Rivkin (2010), Chetty, Friedman, and Rockoff (2014), Kane et al. (2013), and Rothstein (2010)
investigate the presence and magnitude of biases introduced by nonrandom assignment to classrooms.
12
Rothstein (2010) shows a relationship between previous teacher quality and achievement even in a value-added
specification.
13
While the general concept has been used in education for over three decades (see Hanushek (1979)), the recent
addition of extensive administrative databases has led to expansion of both the empirical analysis (Hanushek and
Rivkin (2010)) and the understanding of underlying estimation and interpretation issues (Meghir and Rivkin (2011)).
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effort, or authority over the school or the impacts of other factors associated with the decision to
leave. Because of the possibility that value-added in a principal’s first year might be inflated by a
recovery from the achievement dip in the final year of the prior principal’s tenure as well as the
fact that the persistent influences of the prior principal are likely to be strongest during the first
year of a spell, we exclude the first year of job spells from the sample.
The validity of value-added estimates as measures of productivity is a central issue, and
two recent papers raise concerns about its use. Grissom, Kalogrides, and Loeb (2015) and
Chiang, Lipscomb, and Gill (forthcoming) use sophisticated and data-intensive models to
compare value-added estimates to alternative measures of principal quality and raise doubts
about the attribution of value-added estimates to the principal. The former paper finds a weak
relationship between value-added and the district evaluations of principals, and the latter finds a
weak relationship between value-added and estimates of persistent school quality. Importantly,
these papers rely heavily on schools with multiple principals who serve short terms as leaders,
and both include the initial and final years of principal terms in the analysis. This is particularly
worrisome in the estimation of school improvement under each principal in Grissom, Kalogrides,
and Loeb (2015) and in models including both school and principal fixed effects in Chiang,
Lipscomb, and Gill (forthcoming).
In contrast, Laing et al. (2016) find a strong relationship between value-added and
teacher survey responses on principal effectiveness in a similar study that excludes the initial and
final year of principal terms. Average value-added increases monotonically with teacher ratings
for three questions about the principal as an instructional leader. Moreover, in specifications that
include school fixed effects, a regression of school value-added on a teacher rating index based
on factor analysis produces a positive and highly significant relationship between the two that is
very similar to that produced by a specification that does not include school fixed effects. These
findings support the view that value-added estimates capture meaningful variation in principal
productivity.
4.2 Accountability-based proxies for principal effectiveness
Since the state prescribes a set metrics of school performance based on student pass rates
for the state achievement tests and makes them available online, these are candidates for
evaluative information employed by the district and public. We consider three of these pass rate
metrics: i) the state rating assigned to the school; ii) the average pass rate across reading and
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math subjects; and, iii) the change in the average pass rate from the prior year. The latter is
closest conceptually to value-added and captures whether or not performance at the school is
improving. Of course, it focuses on improvements just around the cut score for passing and not
elsewhere in the distribution, and it absorbs any changes in ability or characteristics of students
across cohorts. The annual pass rate is presented in school reports and does not have to be
calculated, but it also makes no adjustment for demographics or prior achievement. The school
rating is arguably the most salient and widely publicized but also the least informative, since it
heavily weights the minimum across a varying number of pass rate and pass rate growth
measures.
These alternative measures are imperfectly correlated and do not give a consistent picture
of school performance. Table 1 reports the 10th, 25th, 50th, 75th and 90th percentiles of the
distributions of value-added and the campus pass rate by state rating category. Although valueadded increases monotonically from unacceptable to exemplary at each percentile, there is
substantial overlap across the ratings categories. For example, the 50th and 75th percentiles of
value-added for unacceptable, acceptable, and recognized exceed the 25th and 50th percentiles,
respectively, for the next higher ratings. Not surprisingly, the bottom panel shows that the
association between the campus rating and pass rate is far stronger.
Table 2 reports the correlations among value-added, the pass rate, and the change in the
pass rate from the prior year for both the reported pass rates and pass rates adjusted for student
demographic characteristics. The correlation between the pass rate and value-added increases
from 0.31 to 0.44 once the pass rate is adjusted for student composition. The pass rate
conditional on demographic characteristics almost certainly provides a better measure of school
effectiveness than the raw pass rate. Reinforcing this, the correlation between the pass rate and
the change in the pass rate shifts from negative to positive following the adjustments.
Because nonschool factors account for a larger portion of the variation in the more easily
observable proxies, this raises the possibility that selection into a school serving higher-SES
students may be more beneficial to a principal’s labor market prospects than raising the quality
of instruction. For the same reasons, it might be difficult to attract principals to a school that is
likely to receive a low rating due to limited family resources, for fear of being penalized for any
failure. Rating schools based on better measures of student learning could align principal labor
market opportunities more closely with productivity as a school leader. Our empirical analysis is
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designed to shed light on the signals the market seems to respond to as the system is currently
structured.

5. Measures of Principal Labor Market Success
We observe the annual labor market transitions of principals, but we lack direct
information on either the choice set or the preferences of each principal. A principal may choose
to move to another school or district due to unobserved pull or push factors, so that voluntary and
involuntary mobility and lack of mobility are hard to distinguish. Salary on its own is a noisy
measure of success since districts may have set salary schedules or multi-year contracts, and
working conditions exert substantial influence on principal preferences for schools and districts.
There is evidence, for example, that high levels of achievement and advantaged student bodies
are among the most important draws for principals and other educators (Loeb, Kalogrides, and
Horng (2010), Hanushek, Kain, and Rivkin (2004)).
We employ several measures of success but emphasize a composite indicator of labor
market success that incorporates the multiple considerations above. This composite equals one
for a principal who either retains her job or makes a “positive” move. To identify positive moves,
we consider trajectories for both salaries and working conditions. To be classified as gaining in
terms of salary, the mover must experience salary growth that exceeds the median for all
principals who remain in the Texas public schools in the subsequent year, regardless of position
or location. To be classified as gaining in terms of working conditions, the principal must move
to a new principal position where the predicted change in achievement based on the
characteristics of students at the school and the overall performance of the district exceeds the
median for all principals who remain principals. 14 We also separate positive outcomes into
within-district success and out-of-district success in order to learn more about possible
differences in information used by current as opposed to potential future employers. Finally, we
use salary growth by itself as an alternative measure of success, though principals who exit the
Texas public schools must be excluded from the sample.

14

More specifically, separately by year, we regress the average of the campus reading and math pass rates on
average student characteristics (the shares economically disadvantaged, classified as ESL, classified as gifted and
talented, classified as special education, and moving campuses during the year), the log of enrollment, and district
fixed effects. Observations are weighted by enrollment. The predicted values from this regression are then
standardized to have a mean of zero and standard deviation of one.
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The residual categories of principals who are identified as not being successful include
principals who move to lower paying and less appealing positions within the district, as well as
principals who exit the public school system. This latter category is quite heterogeneous.
Individuals who exit may be switching to private schools, changing occupations, dropping out of
the labor force, or retiring. Though we are unable to differentiate among alternative destinations,
we attempt to reduce the share who retire by excluding principals with more than 25 years of
total experience as a teacher, principal, or other school professional employee.
An important issue to consider when linking success to our measures of school
performance is timing. While preliminary results are available to district officials as early as
May, the final accountability ratings and underlying student achievement data are released
annually in early August. Given that most principal hiring occurs in the spring, there is limited
scope for immediate impacts on principal positions in the subsequent fall. We therefore use a
two-year definition of success, relating labor market outcomes in academic year t+2 to
performance as measured in the spring of academic year t.
Our sample thus starts with all principals with 25 or fewer years of experience leading
elementary schools during the school years 2001 to 2008. We then exclude those cases where the
principal is in the first year of a spell at a school – both because of the difficulties noted in
estimating value-added in the first year and because new principals may have little influence
over the stock of teachers, school climate, and school practices during their first year. We
observe 4,241 unique elementary school principals and 11,428 principal-by-year labor market
transitions.
Table 3 shows the probabilities of making the different two-year labor market transitions
overall and by campus rating. The rate of composite success is 84 percent, with only a small
share attributable to across district moves. The rate of composite success rises with the rating,
increasing from 51 percent for principals in schools rated unacceptable to 81 percent in schools
rated acceptable and to more than 85 percent for those rated recognized or exemplary. Column 2
illustrates that success within the district, primarily retention in the same principal position,
follows the same monotonic pattern. Rates of out-of-district success among those who do not
have within-district success do increase with rating, even though the raw rates of out-of-district
success decrease with the rating in Column 3. Finally, the rate of salary change is positively
association with rating, with those in schools rated unacceptable who remain in the Texas public
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schools suffering an average salary decline that exceeds three percent.
Positive associations between the probability of success and the other school performance
measures also appear (not shown). For example, the pass rate is approximately three percentage
points higher and value-added is roughly 0.04 standard deviations higher for principals who
succeed. In the next sections, we more formally evaluate the relative roles of the alternative
performance measures in moderating labor market outcomes.

6. Principal Effectiveness and Labor Market Success
We conduct two types of empirical analyses. The first, described in this section, studies
the associations between principal labor market success and the several proxies for effectiveness.
The second, described in the next section, uses a regression discontinuity design to identify the
causal impact on labor market success of crossing a ratings threshold.
Table 4 reports the results from three ordinary least squares specifications each for the
composite success and salary change outcomes. The first includes the accountability rating and
pass rate variables, the second substitutes value-added for the pass rate measures, and the third
includes all measures together. The table reports robust standard errors clustered by district.
Also, in order to focus on the role of information, all specifications include student and principal
characteristics as well as year fixed effects. 15 The controls include indicators for principal
ethnicity, degree level, gender and tenure, and proportions of students who are black, Hispanic,
white, Asian, economically disadvantaged, classified as ESL, classified as gifted and talented,
and classified as special education.
The first three columns of Table 4 illustrate the strong association between labor market
success of the principal and both the average school pass rate and the accountability ratings. A
significant relationship between the probability of composite success and value-added emerges
only for specifications that exclude the pass rate, and the change in pass rate never enters
significantly. These results suggest that districts primarily use performance information that is
readily available online as opposed to information more closely related to value-added. In
addition, the highly significant ratings coefficients conditional on the pass rate suggest that
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ratings have independent effects. 16 Receipt of an unacceptable rating is associated with lower
rates of success by about 25 percentage points, while receipt of a recognized or exemplary rating
is associated with a much smaller 2-4 percentage point gain.
Columns 4-6 report results for the same set of specifications estimated with the rate of
change in salary as the dependent variable. Similar to the composite success specifications, the
relationship is strongest with the pass rate and the unacceptable rating. In contrast, the estimated
coefficients on value-added are small and insignificant regardless of whether the pass rate is
included, and the recognized rating loses statistical significance when the pass rate is included.
The decisions of both the current district and potential employers determine the
probability of labor market success, leading us to examine the relationship between each of the
components of our success indicator and the school performance measures. Current districts are
almost certain to have better performance information than other potential employers, suggesting
that the probability of continued employment or increases in compensation in the current district
may be more strongly related to value-added than would the probability of a successful transition
to another district. By comparison, potential employers might be expected to rely more heavily
on more readily available information including pass rates and ratings. But, even if the current
superintendent has extensive knowledge about school and principal performance, she may well
face pressure from stakeholders to take action in the case of low pass rates or, more specifically,
an unacceptable rating. Consequently, it would not be surprising to find that an unacceptable
rating substantially reduces the probability of success within the district.
Table 5 reports multinomial logit estimates that separate within- and out-of-district
success for the same progression of controls found in Table 4. The average pass rate positively
affects both within- and out-of-district labor market success of the principal, while conditional on
the pass rate, there is no evidence of a significant relationship between value-added and either
type of success. Moreover, the school accountability rating only has a significant relationship
with success within-district, consistent with the hypothesis that the school ratings help to shape
the opinions of the parents, school board, and other interested local people.
In general, though, the differential impacts should not be over-interpreted. The out-ofdistrict success estimates are too imprecise to draw strong conclusions regarding differences
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Though controlling for the pass rate linearly is potentially restrictive, the inclusion of higher-order pass-rate terms
does not attenuate the ratings coefficients.
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between internal and external labor markets. This is due to the relatively small number of
principals who realize a successful move to another district.

7. Causal Impacts of Ratings on Success
The results from the preceding section raise the possibility that districts, including the
current employer, make use of ratings for personnel decisions despite the availability of detailed
information on pass rates. But these estimates provide far from convincing evidence that ratings
actually affect labor market outcomes, conditional on the measures that determine those ratings.
First, though we control for the overall campus pass rate, we have not controlled for the
performance of subgroups or potential nonlinearities in the effects of pass rates on personnel
decisions. Second, employer and principal perceptions, preferences and characteristics may
differ systematically by factors that are correlated with the campus rating.
In order to isolate the causal effects of ratings, we use regression discontinuity design
(RDD) methods based on the school accountability system rules. RDD provides an ideal method
for addressing the information question by providing estimates of the effect of a higher rating for
otherwise identical principals in terms of underlying performance.
7.1 Regression discontinuity design
Our RDD exploits discontinuities in the probability of receiving a higher accountability
rating based on the pass rate for the subgroup (i.e., student group x subject) that is most likely to
be binding for that campus and year. In order to construct the running variable, we must identify
this marginal subgroup. For each rating boundary, we first determine the relevant pass rate
threshold for each subgroup that meets applicable minimum size requirements. The threshold
may be the statutory threshold, the required improvement threshold, or the exceptions threshold
and is determined by the subgroup pass rate in the prior year and whether exceptions are
available. We then center pass rates around their relevant thresholds for each of the three rating
boundaries. The subgroup with the most negative (or least positive) centered pass rate is selected
as the marginal subgroup for each rating category. Running variable values greater than (less
than) zero indicate that student performance was sufficient (not sufficient) to earn the higher
rating.
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We estimate our models using local linear regression with a triangular kernel. 17 We use
the structure of the accountability system and existing research to guide our choice of bandwidth.
The distances between the statutory pass rates for the various ratings leads us to trim the samples
to schools with running variable values within ten percentage points of the threshold in question.
Virtually all schools within this range earn one of the two ratings around the threshold, while the
fraction falling into a different rating category rises rapidly outside this range. We apply two
alternative bandwidths to the trimmed sample—the Imbens-Kalyanaraman optimal bandwidth
and the full sample of schools within ten percentage points of the threshold. We cluster standard
errors by values of the running variable in all specifications.
Figure 1 illustrates the relationship between the probability of attaining a higher rating
and the running variable for each of the thresholds. The discontinuity is quite pronounced at all
three thresholds. Though we fully incorporate the complex rules that change over time in the
construction of the running variable, the presence of a small fraction (less than 2 percent) of
schools whose ratings we do not correctly predict means that we have a fuzzy design. 18 The
corresponding first-stage estimates reported in Appendix Table A1 range from between 0.82 and
0.88 at the unacceptable-acceptable boundary, whereas they all exceed 0.96 at the recognized
boundary and 0.94 at the exemplary boundary. Consequently, though we report intention-to-treat
estimates for the labor market outcomes, local average treatment effect estimates are not too
different in magnitude.
Any discontinuities in outcomes at the thresholds can be attributed to the receipt of the
rating only if principals are unable to manipulate the running variable near the boundary and no
other determinants of outcomes differ discontinuously at the boundary. Though others have
shown that it is possible to manipulate pass rates by altering the test-taking pool (Cullen and
Reback (2006)), it is not feasible to do so precisely. Once students sit for exams, exam
documents are scored and recorded centrally, so that variation in the subgroup pass rates in the
neighborhood of the thresholds should be as good as random. Figure 2 shows the densities of
acceptable, recognized, and exemplary running variables. The densities for acceptable and
exemplary trend relatively smoothly through the threshold, as would be expected. There is a
noticeable jump up at the threshold for recognized that we are presuming is the result of chance.
17

Rectangular kernels produce very similar estimates.
The accountability manual indicates that accommodations may be made in particular circumstances that are not
elucidated.
18
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To reinforce this interpretation, we test whether the samples of schools are balanced in
terms of observable characteristics on either side of the ratings thresholds. We estimate a system
of seemingly unrelated regressions using principal and student population characteristics as the
dependent variables. 19 Appendix Table A2 shows that few of the covariates exhibit statistically
significant discontinuities at the ratings boundaries. We fail to reject the null hypothesis that all
coefficients are jointly equal to zero for both the acceptable and recognized boundaries, but we
do reject the joint equality hypothesis at the exemplary boundary. This rejection reflects some
relatively small differences: the white student share is estimated to decrease by 4 percentage
points while the disadvantaged student share increases by the same amount just above the
threshold; principals above the exemplary threshold are estimated to have 0.3 years greater
tenure. None seem to suggest much positive selection. Regardless, the finding that labor-market
outcomes including salary change move smoothly through the exemplary threshold illustrated
below provides evidence of the absence of manipulation by the principal in an effort to further
her career.
7.2 RDD estimates of the impacts of school ratings
We estimate the impact of barely attaining the next highest rating on three labor market
outcomes – composite success, within district success, and rate of change in salary. Figures 3-5
plot the relationships between the running variables for each of the ratings boundaries and these
outcomes. Tables 6 and 7 report the RDD estimates for the two selected bandwidths.
For the recognized and exemplary thresholds, there is little evidence that the campus
rating affects labor market outcomes. Each plot in Figures 4 and 5 moves smoothly through the
threshold, and the estimated discontinuities for composite success, within district success and the
change in salary are close to zero and not significant at conventional levels. It is important to
note, though, that the precision of the estimates is not great enough to rule out small effects on
the order of those found in the prior section.
In contrast, large positive impacts of crossing the acceptable threshold on success and
salary are clear in Figure 3. Corroborating the plots, the top row of Table 6 reports optimal
bandwidth estimates of impacts on the labor market outcomes, and all three coefficients are
positive and significant at the five percent level. Coefficient magnitudes suggest that crossing the
19

Principal characteristics include sex, race/ethnicity indicators, years of tenure in current position, years of
experience in Texas public schools, and level of degree. School population characteristics include student shares by
race/ethnicity, economic disadvantage, gifted and talented, and special education.
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threshold raises the overall probability of success by almost thirty percentage points, the
probability of success within the district by almost 40 percentage points, and the rate of salary
increase by 4.5 percentage points. A closer look at transitions highlights the interrelationships
among these outcomes: principals with an acceptable rating are 14.7 percentage points less likely
to return to lower-paying teacher or assistant principal positions than principals in schools rated
unacceptable.
The top row of Table 7 reports corresponding estimates based on the wider bandwidth of
ten percentage points around the threshold. Given the larger sample and range, it is not surprising
that the standard errors are somewhat smaller. The coefficients are also smaller, though, so that
there is no longer a statistically significant discontinuity for the change in salary. The results are
otherwise qualitatively similar, supporting the conclusion that an unacceptable rating adversely
affects labor market outcomes.
An important issue concerns the channels that underlie the ratings effect. The regulatory
link between sanctions and an unacceptable rating raises the possibility that statutory
requirements rather than administrator discretion lead to the observed unacceptable rating
effects. However, it takes two unacceptable ratings in successive years to trigger sanctions, so
that schools not classified as unacceptable in the prior year are not at risk for sanctions. Table 8
shows that the RDD estimates for these schools are sizeable and significant, reinforcing the
conclusion that school ratings provide information that influences discretionary personnel
decisions.
The contrast between the strong effects of crossing the acceptable threshold and minimal
effects of crossing the recognized or exemplary thresholds raises questions about the sources of
the divergent findings. Because administrators in Texas have extensive knowledge about the
complexities of the accountability system, it is likely that most understand that variation in the
number of subgroups, student demographics, and other factors outside the control of the
principal affect the rating. Moreover, as evidenced by the smoothness at the recognized and
exemplary boundaries, administrators most likely also use information on pass rates to make
finer distinctions about performance than the four categories of the accountability system.
Consequently, we believe that the most plausible explanation concerns the failure of the school
board or other stakeholders to access or use the more-detailed and more reliable pass-rate
information. The stigma of an unacceptable rating is likely to be particularly strong, providing
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pressure on the superintendent to terminate the principal. Principals may also understand these
dynamics and the additional pressure, and a higher likelihood of a voluntary separation may also
contribute to the unacceptable effect.

8. Heterogeneity by District Size
To this point, we have grouped all districts together under the assumption that practices
and policies are similar across the state. However, there is good reason to believe that humanresource practices differ among districts. Differences in the capacity to absorb and make use of
performance metrics by district size may be particularly important, though this is not a clear cut
issue. Larger districts are more likely to have evaluation and assessment specialists and more
administrators between the superintendent and principal, and central administrators in larger
districts may have less personal contact with families. Although this suggests that larger districts
would make greater use of information, it does not imply that they would rely more heavily on
ratings, as more capacity to analyze data would be expected to result in more reliance on the
detailed information that underlies the ratings. Similarly, superintendents in small districts might
receive more input from families and have more personal interactions with principals, but it is
not clear that these subjective reviews of quality would be highly correlated with value-added to
achievement. Moreover, large districts may establish hierarchical administrative structures that
break-up the district into a number of sub-districts in an attempt to create an environment more
similar to smaller districts.
In order to learn more about heterogeneity by district size, we divide the sample into
thirds on the basis of the number of elementary schools in the district. Table 9 reports mean
outcomes and school demographic characteristics for small districts (1-7 schools), medium
districts (8-29 schools), and large districts (30-204 schools). Not surprisingly, the likelihood of a
successful transition to another district declines with district size, while the probability of a
successful outcome within the district rises with district size. The probability of exiting the Texas
public schools entirely also declines with district size. In terms of student demographic
characteristics, poverty, share black or Hispanic, and share limited English proficient increase
monotonically with district size, while there is little systematic variation in the special education
or gifted and talented shares.
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Tables 10-12 report the estimates from reproducing the empirical analysis for the district
size groups. Note that we report ordinary least squares and multinomial logit estimates from the
full model only, and we report RDD results only for the acceptable cutoff. Somewhat
surprisingly, no strong patterns emerge by district size in either the associations between labor
market outcomes and the performance measures or in the RDD estimates of ratings effects. The
differences across categories tend to be small relative to the standard errors and do not provide
compelling evidence of divergence in personnel practices. In particular, value-added is never
significant regardless of outcome or district size. And although crossing the acceptable threshold
significantly affects the probability of success and salary change just for the largest districts, the
magnitudes of the effects on composite success are actually quite similar in the samples of the
largest and smallest districts.

9. Conclusions
The results of this paper provide evidence that information structures affect the principal
labor market. The strong association between labor market outcomes and both the average pass
rate and school rating illustrates the influence of the accountability system. There is little
evidence of a significant relationship with either the change in pass rate or value-added,
measures more closely related to school productivity and principal effectiveness. The use of clear
school ratings – whether in the form of the Texas categories or in the form of A through F grades
for schools – has been advocated to ensure that parents are aware of the quality of their schools,
but these results suggest an unintended consequence is their inappropriate use in judging the
effectiveness of principals. The contrast between the minimal effects of crossing the higher
boundaries and the large effects of crossing the stigmatizing unacceptable boundary is consistent
with less informed stakeholders not directly involved in school management applying pressure.
Overall, our results suggest that high poverty schools are likely to be particularly poorly
served by the focus on pass rates and associated ratings, since both of these metrics are strongly
influenced by student body composition. Holding teachers and administrators accountable for
factors outside their control will likely hinder efforts of high-poverty schools to attract and retain
effective educators. Nonetheless, the substantial effects of the performance measures currently
emphasized in the accountability system suggest that aligning the performance evaluation system
better with student learning could improve the quality and allocation of schools leaders. Recent
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work on teacher transitions finds that the distribution of teacher value-added information
positively influenced personnel decisions and the distribution of teacher quality (Bates 2015).
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Figure 1: Regression Discontinuity First Stages by Rating

Notes: Bin width = 0.5 percentage points. Points are weighted by bin size.
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Figure 2: Running Variable Density by Rating

Notes: Bin width = 0.5 percentage points.
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Figure 3: Principal Labor Market Outcomes at Acceptable Threshold

Notes: Bin width = 0.5 percentage points. Points are weighted by bin size.
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Figure 4: Principal Labor Market Outcomes at Recognized Threshold

Notes: Bin width = 0.5 percentage points. Points are weighted by bin size.
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Figure 5: Principal Labor Market Outcomes at Exemplary Threshold

Note: Bin width = 0.5 percentage points. Points are weighted by bin size.
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